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Abstract

We show how binary decision diagrams (BDDs) can be used to solve
and obtain postoptimality analysis for linear and nonlinear integer pro-
gramming problems with binary or general integer variables. A given
constraint set corresponds to a unique reduced BDD that provides a
potentially compact representation of all feasible or near-optimal solu-
tions. The BDD can be queried in real time for in-depth postoptimality
reasoning. The approach is equally effective for linear and nonlinear
problems. There are currently no other methods for obtaining such an
analysis, short of repeatedly re-solving the problem. We illustrate the
analysis on capital budgeting, network reliability, and portfolio design
problems.

1 Introduction

Much effort has been invested in the solution of integer programming prob-
lems, while postoptimality analysis has received relatively little attention.
Yet postoptimality analysis can yield much greater insight into a problem
than a single optimal solution. It takes full advantage of the information
encoded in an optimization model.

For example, it may be important in a practical setting to characterize
the set of optimal or near-optimal solutions, or measure the sensitivity of the
optimal value to the problem data. Even more useful would be a tool that
responds to what-if queries in real time: what would happen to the optimal
value, or the set of near-optimal solutions, if I were to fix certain variables
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to certain values? Such queries are common in design and configuration
problems.

The primary obstacle to postoptimality analysis is its computational
intractability. It is difficult to generate or characterize the set of optimal
or near-optimal solutions, since this usually requires re-solving the problem
many times. Some sensitivity analysis can be obtained from various types of
integer programming duality, but these methods yield limited information
and may be computationally impractical. What-if queries are not easily
supported, again due to the necessity of re-solving the problem repeatedly.

The ideal would be to obtain somehow a compact representation of the
set of feasible, optimal, or near-optimal solutions that could be efficiently
analyzed and queried. In this paper we explore the possibility that binary
decision diagrams (BDDs) can provide such a tool. BDDs (or more properly,
reduced ordered BDDs) provide a canonical network-based representation of
a boolean function (i.e., a two-valued function of two-valued variables). A
constraint set in binary variables can be encoded by generating the BDD for
the boolean function that is true when the constraints are satisfied and false
otherwise. Although the BDD can grow exponentially with the number
of variables, in many important cases it provides a surprisingly compact
representation of a boolean function, particularly when the variables are
properly ordered.

BDDs have been intensively studied but they have not, to our knowl-
edge, been applied to postoptimality analysis. The most straightforward
way to apply them, pursued here, is to generate a BDD that encodes the
entire feasible set of a linear or nonlinear integer programming problem. An
optimal solution can then be found simply by computing a shortest path
in the BDD, provided the objective function is separable. Postoptimality
analysis can by conducted by analyzing the BDD and its near-optimal paths
in various ways.

A particularly attractive feature for integer programming is that BDD-
based methods are indifferent to whether the constraints and objective func-
tion are linear or nonlinear. The constraints need not contain polynomials or
any other particular functional form, provided one can easily check whether
a constraint is satisfied once all if its variables are fixed. Precisely the same
analytical techniques are employed in any case, again assuming the objective
function is separable. Separability can be achieved by adding variables if
necessary, although this can result in a larger BDD.

BDDs are most naturally applied to 0-1 programming, since its vari-
ables are binary, but BDDs can be extended to general integer and even
mixed integer programming by encoding the nonbinary variables with bi-
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nary ones. There is also the possibility of applying multivalued decision
diagrams (MDDs) to general integer programming, although we have not
explored this avenue.

Although for present purposes we use BDDs to solve problems well as for
postoptimality analysis, we do not take a position here on whether BDDs are
appropriate as a general-purpose solution method for integer programming.
It may be more effective to solve a problem with a branch-and-cut method
and generate all or part of the BDD after the fact. This is a issue for future
research. Nonetheless, BDDs should not be ruled out as a solution method in
their own right, particularly for nonlinear problems and situations in which
all globally optimal solutions are required.

In this paper we develop several algorithms for postoptimality analysis
of linear and nonlinear integer programming with 0-1 and/or general integer
variables. We apply the algorithms to three problem classes to illustrate the
potential value of the analysis to practitioners: capital budgeting problems,
network reliability problems, and portfolio design problems. All of these
problems contain general integer variables, and the last two are nonlinear.

One type of postoptimality analysis is cost-based domain analysis, which
examines the domains of variables in optimal and near-optimal solutions.
The domain of a variable is the set of values it can take. The analysis
calculates how the domain of a variable grows as one permits the cost to
deviate further from optimality. Thus a given variable may take only one
value in any optimal solution, but as one considers solutions whose cost is
within 1%, 2% or 3% of optimality, additional values become possible. This
type of analysis can tell the practitioner that there is little choice as to the
value of certain variables if one wants a good solution, but there is a good
deal of freedom to change the values of other variables.

A related type of analysis is conditional domain analysis, which examines
domains after restricting a given variable to any value or range of values.

We also compute sensitivity to right-hand sides, a more traditional type
of analysis, for any given constraint. One can read from a table the effect
on optimal cost of weakening or tightening the inequality. This type of
analysis is very useful for dual objective problems, such as the portfolio
design problems illustrated below.

All of these analyses are adaptable to real-time queries, because the nec-
essary information is readily available in the BDD. The user can specify, for
example, that certain variables are to be set to certain variables simulta-
neously, whereupon cost-based and conditional domain analysis is quickly
recalculated to reveal the implications of these settings.

The paper begins with a brief introduction to BDDs and their applica-
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tion to integer programming problems. It then presents the postoptimality
algorithms and applies them to the three problem classes. It concludes with
possible research directions.

2 Previous Work

BDDs have been studied for decades [2, 22]. Bryant [10] showed how to
reduce a BDD to canonical form, for a given variable ordering. Readable
introductions to BDDs include [3, 12].

Sensitivity analysis for linear integer programming has been examined
from several points of view. One is based on integer programming duality,
defined in terms of the value function (the optimal value as a function of the
right-hand sides) [6, 7, 8, 9, 13, 27]. A related method constructs a value
function from dual multipliers obtained during a branch-and-bound search
[26]. A third, which analyzes sensitivity to constraint coefficients as well as
right-hand sides, is based on inference duality and a logical analysis of the
constraints [14, 19]. A survey of these methods is presented in [20].

Becker at al. [5] used BDDs to identify separating cuts for 0-1 linear
programming problems in a branch-and-cut context. They generated BDDs
for a subset of constraints and obtained a cut ux ≥ u0 that is violated by
the solution x̄ of the linear relaxation of the problem. The cut is obtained
by using subgradient optimization to find an assignment of costs ui to edges
of the BDD for which ux < u0, where u0 is the length of a shortest path to
1 in the BDD.

3 Post-Optimality Analysis

Consider an integer programming model with separable objective function
and non-linear constraints over finite-domain discrete variables:

min
n∑

i=1

ci(xi)

fj(x) ≥ bj , j = 1, . . . , m

xi ∈ Di, i = 1, . . . , n

where Di ⊆ Z. In addition to finding an optimal solution x∗ leading to
a global minimum c∗ =

∑
ci(x∗

i ), a user is often interested in the set of
near-optimal solutions

Sol∆ =
{
x

∣∣∣
∑

ci(xi) ≤ c∗ + ∆
}
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within a distance t from the optimum. Understanding the structure of Sol∆
helps to find a more suitable solution that better meets other user preferences
but is still near-optimal.

For each type of postoptimality analysis mentioned in the previous sec-
tion, we can formally state what needs to be computed and displayed to the
user. Let πi be a projection operator on the i-th coordinate, so that

πi(s1, . . . , sn) = si, πi(S) = {πi(s) | s ∈ S}

For cost-based domain analysis we consider a range of near-optimal sets
Sol∆, where ∆ ∈ {0, . . . , ∆max}. For each Sol∆ and each variable xi we
calculate πi(Sol∆):

Definition 1 (Cost-Based Domain Analysis) Given ∆max ∈ Z+, cal-
culate D∆

i = πi(Sol∆) for all ∆ ∈ {0, . . . , ∆max}.

For conditional domain analysis we wish to convey information about
how restrictions on a variable xi influence other variable domains. Let
Solxi=v = {x ∈ Sol | πi(x) = v}.

Definition 2 (Conditional Domain Analysis) Given vmin, vmax ∈ Di,
calculate Dv

i = πi(Solxi=v) for all v ∈ {vmin, . . . , vmax}.

Conditional domain analysis can be extended to report the optimal cost
over the set Solxi=v as a function of v. Thus if xi denotes the right-hand
side of an inequality fj(x) ≥ xi (here we replace bi with xj), this provides
sensitivity analysis for right-hand sides : it measures the effect on optimal
cost of tightening/relaxing the right-hand side of an inequality constraint.

Frequency analysis computes for every v ∈ Di the percentage of solutions
with xi = v. This gives an idea as to which values are most common in
good solutions and therfore helps identify variable settings that are critical
to obtaining a near-optimal solution.

Definition 3 (Frequency Analysis) For every v ∈ Di, calculate the ratio
|Solxi=v |/|Sol|, where |S| denotes cardinality of set S.

All of these analyses can be performed with respect to any partial vari-
able assignment (xi1 , . . . , xik) = (v1, . . . , vk). Thus a user should be able at
any time to analyze any subspace of solutions Sol(xi1 ,...,xik

)=(v1,...,vk).
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Figure 1: Branching tree for 2x0 + 3x1 + 5x2 + 5x3 ≥ 7

4 Binary Decision Diagrams

A constraint set with discrete variables can be represented by a branching
tree with a fixed branching order. The leaf nodes are labeled by 1 or 0 to
indicate that the constraint set is satisfied or violated. For example, the tree
of Fig. 1 represents the 0-1 linear inequality

2x0 + 3x1 + 5x2 + 5x3 ≥ 7 (1)

The solid branches (high edges) correspond to setting xj = 1 and the dashed
branches (low edges) to setting xj = 0.

The reduced BDD for a constraint set is essentially a compact represen-
tation of the branching tree. The tree can be transformed to a reduced
BDD by repeated application of two operations: (a) if both branches from
a node of the lead to the same subtree, delete the node; (b) if two subtrees
are identical, superimpose them. Any constraint set in binary variables has
a unique reduced BDD once the branching order is specified [10].

For example, four of the x3 nodes in Fig.1 branch to identical subtrees
(1 or 0), and these nodes can be deleted as in Fig. 2. Three subtrees can
now be superimposed to yield Fig. 3, and the leaf nodes superimposed to
create the reduced BDD of Fig. 4.

A separable objective function
∑

i ci(xi) can be minimized subject to
a constraint set by finding a shortest path from the root to 1 in the cor-
responding BDD. A high edge from variable xk to variable x` has length
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Figure 2: Result of removing some redundant nodes from Fig. 1.
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Figure 3: Result of superimposing three subtrees of Fig. 2.
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Figure 4: Reduced BDD for 2x0 + 3x1 + 5x2 + 5x3 ≥ 7 using the variable
ordering x0, x1, x2, x3.

ck(1) +
∑`−1

i=k+1 c∗i , where c∗i = min{ci(1), ci(0)}. A low edge from xk to x`

has length ck(0) +
∑`−1

j=k+1 c∗i .
For example, if we minimize

2x0 − 3x1 + 4x2 + 6x3 (2)

subject to (1), the associated BDD has the edge lengths shown in Fig. 5.
Note that the length of the high edge from the root node is c0(1) + c∗1 =
2−3 = 1. The shortest path from the root node to 1 has length 1 and passes
through the x1 node and the x2 node on the left. Its three edges indicate
that (x0, x1, x2) = (0, 1, 1). This corresponds to optimal solution (0, 1, 1, 0),
where x3 is set to zero to minimize the x3 term in the objective function.

For algorithmic purposes, a BDD is stored in two tables. One table
T maps each node u of the BDD to a triple (i, `, h), where i is the index
of the variable xi associated with u, ` = low(u) is the node to which the
low edge branches, and h = high(u) is the node to which the high edge
branches. The other table H is the inverse table that maps (i, `, h) to u when
T (u) = (i, `, h). It is assumed that the variables are ordered x0, x1, . . . , xn−1.

The reduced BDD for an expression g of a boolean function can in prin-
ciple be constructed by invoking the procedure build(g, 0) in Fig. 6. The
notation g(t/xi) refers to the result of replacing each occurrence of xi in
g with the symbol t. A call to build(g, i) branches on xi and calls table.
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Figure 5: BDD of Fig. 4 with edge lengths corresponding to the objective
function 2x0 − 3x1 + 4x2 + 6x3.

The function table calls member to check whether the current node u is
associated with a triple (i, `, h) that is already in the BDD. If so, it calls
lookup to find which node is associated with (i, `, h) and returns this node.
If not, it adds u to the BDD by calling add to update T and insert to
update H . In the algorithm, u = 0, 1 are labels for the 0 node and 1 node,
respectively.

In practice it is more efficient to construct a BDD for a boolean function
by combining the BDDs for elementary components of the boolean function.
Thus if a boolean expression g can be parsed as having the form g1 op g2,
where op is a boolean operation, one can use the apply function of Fig. 7 to
compute the BDD of g given the BDDs u1, u2 of g1, g2. BDDs are combined
recursively until a BDD for the desired boolean function is obtained. The
apply algorithm maintains a table G in which each entry (i, j) is initially
empty. As the algorithm progresses, each entry is either empty or contains
a value already returned for apply(i, j).

Suppose, for example, that a constraint set contains 0-1 inequalities (1)
and x0 +x1+x2 +x3 ≤ 2. The corresponding BDDs appear in Figs. 4 and 8,
respectively. The conjunction of the BDDs appears in Fig. 9 and represents
the combined constraints.

The BDD for a knapsack inequality can be surprisingly compact. For
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Function build(g, i)
If i ≥ n then

If g = 0 then return label 0, else if g = 1 then return label 1
Else

v0 ← build(g[0/xi], i + 1)
v1 ← build(g[1/xi], i + 1)
Return table(i, v0, v1)

Function table(i, `, h)
If ` = h then return `
Else

If member(H, i, `, h) then return lookup(H, i, `, h)
Else u← add(T, i, `, h), insert(H, i, `, h, u), return u

Figure 6: Algorithm for building a reduced BDD.

Function apply(u1, u2)
If G(u1, u2) 6= ∅ then return G(u1, u2)
Else if u1, u2 ∈ {0, 1} then u← op(u1, u2)
Else if var(u1) = var(u2) then

u← table(var(u1), apply(low(u1), low(u2)), apply(high(u1), high(u2)))
Else if var(u1) < var(u2) then

u← table(var(u1), apply(low(u1), u2), apply(high(u1), u2)
Else

u← table(var(u2), apply(u1, low(u2)), apply(u1, high(u2))
G(u1, u2)← u
Return u

Figure 7: Algorithm for applying an operation op to two BDDs.
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Figure 8: Reduced BDD for x0 + x1 + x2 + x3 ≤ 2.
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Figure 9: Conjunction of the BDDs in Figs. 4 and 8
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instance, the 0-1 inequality

300x0 + 300x1 + 285x2 + 285x3 + 265x4 + 265x5 + 230x6+
23x7 + 190x8 + 200x9 + 400x10 + 200x11 + 400x12+
200x13 + 400x14 + 200x15 + 400x16 + 200x17 + 400x18 ≥ 2701

(3)

has a complex feasible set that contains 117,520 minimally feasible solutions
(each of which becomes infeasible if any variable is flipped from 1 to 0), as
reported in [4]. (Equivalently, if the right-hand side is ≤ 2700, the inequality
has 117,520 minimal covers.) The BDD for (3) contains only 152 nodes and
is pictured in Fig. 10.

5 BDD-Based Postoptimality Analysis

In this section we show how to implement postoptimality functionalities
when the set of near-optimal solutions Sol∆ is represented by a BDD.

Since we wish to accommodate general integer variables as well binary
variables, we first provide some background information on how BDDs rep-
resent constraints over finite domains [25, 16, 21]. We then show how to
build and use augmented graphs [17] for optimization over finite domains.

5.1 BDD Representation of Finite Domain Constraints

A BDD B is formally denoted as B(V, E, Xb, R, var), where V is a set of
nodes u, E is the set of edges e, Xb = {0, 1, . . . , |Xb|−1} is an ordered set of
variables, and R ∈ V is a root node. As before, var(u) is the variable associ-
ated with node u, and by convention var(0) = var(1) = |Xb|. For example,
the BDD in Figure 8 can be denoted by: V = {u0, . . . , u5}, Xb = {0, . . . , 3},
R = u0, var(u0) = 0, var(u1) = var(u2) = 1, var(u3) = var(u4) = 2,
var(u5) = 3, var(0) = var(1) = 4.

Given a set of variables {x0, . . . , xn−1} with corresponding finite domains
D0, . . . , Dn−1, a BDD can represent the solution space of any formula F
defined over these variables. Suppose that each Di = {0, . . . , |Di| − 1}.
Each of the finite domain variables xi is encoded by ki = dlog|Di|e Boolean
variables xi

0, . . . , x
i
ki−1, referred to as log encoding variables. Each v ∈ Di

corresponds to a binary encoding (v0, . . . , vki−1), denoted enc(v). Also, any
binary encoding (v0 . . .vki−1) represents some integer v ≤ 2ki − 1, denoted
v = dec(v0 . . .vki−1), so that dec(enc(v)) = v. The atomic proposition
xi = v is encoded as a Boolean expression

(xi
0 = v0)∧ . . .∧ (xi

ki−1 = vki−1)
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Figure 10: BDD for the 0-1 inequality (3).
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In addition, domain constraints are added to forbid those bit assignments
(v0, . . . , vki−1) that do not translate to a value in Di; that is, those for which
dec(v0, . . . , vki−1) ≥ |Di|.

A BDD representing F is defined over the log encoding variables xi
j

for i = 0, . . . , n − 1 and j = 0, . . . , ki − 1. It contains no information on
how these variables relate to finite domain variables xi. This information is
maintained separately through mappings var1 and var2, where var1(xi

j) = i,
and var2(xi

j) = j. Assuming an ordering x0 < . . . < xn−1 of the finite
domain variables, we order the log encoding variables in a naturally layered
way. That is, xi1

j1
< xi2

j2
iff i1 < i2, or i1 = i2 and j1 < j2. We now take

Xb = {0, 1, . . . , |Xb| − 1} to be the set of log-encoding variables xi
j , ordered

as just described. For any k ∈ Xb we identify the corresponding variable xj
i

by i = var1(k) and j = var2(k).

5.2 Optimization Over Augmented Graphs

To optimize objective functions over finite-domain constraints that are al-
ready compiled into a BDD B, we construct an augmented labeled graph
AG(V ′, E ′, w) [17]. This is a directed acyclic graph in which edges e′ ∈ E ′

are labeled with weights w(e′) ∈ R in such a way that the length of a
shortest-path in AG is a solution to an optimization problem over B.

For a given B(V, E, Xb, R, var), let Li denote the layer of nodes labeled
with variable i, ie. Li = {u ∈ V | var1(u) = i}. Let Ini denote those nodes
in layer Li that are accessible from a node outside the layer; that is,

Ini = {u ∈ Li | ∃e(u′, u) ∈ E with var1(u′) < i}

For the root node R we define Ini = Li = {R}. The key idea in constructing
augmented graph is to add augmented edges, e′ = (u1, u2) whenever there
exists a path from u1 ∈ Ini encoding a value v ∈ Di and ending in node u2 (in
which case it holds var1(u2) > i). 1 Existence of such a path is determined
by traversing a BDD from node u1 following a path that encodes binary
representation of v. For this, an algorithm traverse(u, v) in Fig. 11 is used.

Edge e′ = (u1, u2) is then labeled with a cost from equation (4). ck
min

is a minimal cost ck
v of a value v ∈ Dk in a domain of a skipped variable

var1(u1) + 1 ≤ k ≤ var1(u2) − 1.
1If u2 = T0, edge e′ = (u1, u2) is not added as it cannot be part of any path from root

to T1.
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traverse(u, v)
i← var1(u)
(v0, . . . , vki−1)← enc(v)
s← var2(u)
If Marked[u] = v then return T0

Marked[u]← v
While var1(u) = i

If vs = 0 then u← low(u)
Else u← high(u)
If Marked[u] = v then return T0

Marked[u]← v
s← var2(u)

Return u

Figure 11: For fixed u ∈ V, i = var1(u), traverse(u, v) iterates through
Ini and returns the node in which the traversal ends up. Marked[u] is
instantiated to −1.

w[e′, v] = cvar1(u1)
v +

var1(u2)−1∑

k=var1(u1)+1

ck
min (4)

Unlike [17], where only one edge is added even if there are several values
v for which u2 = traverse(u1, v), for the purpose of postoptimality anal-
ysis we add all such edges, labeling them with the value v and the weight
w[e′, v]. Hence, in our case every edge e′ ∈ E ′ is represented by a quadruple:
e′(u1, u2, v, w[e′, v]). The construction algorithm is shown in Figure 12.

The running time is O(
∑n−1

i=0 |Li| · |Di|) where the marking scheme in
traverse(u1, v) ensures that for every v ∈ Di at most |Li| vertices are
traversed. The induced graph G′(V ′, E ′) has the number of edges |E ′| ≤∑n−1

i=0 |Ini| · |Di| because we add at most |Di| edges for every node u ∈ Ini.
Since we do not introduce any new nodes and delete internal nodes Li \ Ini,
it follows that |V ′| ≤ |V |.

Now minimizing
∑n

i=1 ci(xi), xi ∈ Di, i = 1, . . . , n, subject to constraint
F represented by a BDD B, corresponds to finding the shortest path between
root R and terminal 1 in an augmented graph AG(B).
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AG(B)
E′ ← {},V ′ ← {R}
For i = 0 to n− 1
¿ For each v ∈ Di

For each u1 ∈ Ini

u2 ← traverse(u1, v)
i2 ← var1(u2)
wv ← ci

v +
∑i2−1

k=i+1 ck
min

E′ ← E′ ∪ {(u1, u2, v, wv)}, V ′ ← V ′ ∪ {u2}
Return (V ′, E′, w)

Figure 12: AG adds augmented edges (u1, u2, v, wv) to the graph, where
wv = c

var1(u1)
v +

∑var1(u2)−1
k=var1(u1)+1

ck
min.

5.3 Cost-Based Domain Analysis

Implementation of cost-based domain analysis is based on computing a data
structure MF [i][v] ∈ R, where MF [i][v] = c means that the minimal feasible
cost for value v ∈ Di is c; that is, v becomes first available in domain Di

for cost c. This implies v ∈ D∆
i where ∆ = c − c∗.2 After MF [i][v] is

computed, we use the simple transformation: MF [i][v] = c ⇔ v ∈ IMP [c][i]
to generate and display an implication table

IMP [c∗ + ∆][i] = D∆
i \

⋃

∆′<∆

D∆′
i

which for each ∆ and variable xi displays all values from D∆
i that first

become feasible for cost c∗ + ∆. An example of a cost-based implication
table for a capital budgeting problem is shown in Figure 14.

An algorithm for computing MF [i][v] is given in Figure 13. Given aug-
mented graph AG(V, E,w) for each node u ∈ V , it computes labels U [u] and
D[u], which denote a shortest paths from u to root node R and to terminal
node 1. This is done by two executions of a shortest path algorithm Short-
estPath. Labels U and D are used to compute the length of cheapest path
passing through an edge e(u1, u2, v, w), U [u1] + w + D[u2].

The key idea in computing MF [i][v] is to find a cheapest path from R
to 1 that allows xi = v. We first consider all edges that encode value v, and

2The notation D∆
i , πi, c∗ has the same meaning as defined in Section 3.
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MF(V, E, w)
MF [i][v]←∞, M [i]←∞, v ∈ Di, i = 1, . . . , n
U ← ShortestPath(R)
D ← ShortestPath(1)
For each i = 1 . . .n

For each u1 ∈ Ini

For each e(u1, u2, v, w) ∈ E
MF [i][v]← min{MF [i][v], U [u1] + w + D[u2]}
MF [i][v]← min{MF [i][v], M [i]+ ci

v − ci
min}

For each j = i + 1, . . . , var1(u2)− 1
M [i]← min(M [i], U [u1] + w + D[u2])

Figure 13: Algorithm MF(V, E,w) computes MF [i][v] given augmented
graph AG(V, E,w). M [i] holds the cost of cheapest path skipping the layer
i.

take the cheapest path passing through one of them:

P1 = min{U [u1] + w + D[u2] | e(u1, u2, v, w)}

Then we consider all edges skipping layer i, and again take the cheapest
path increased by difference ci

v − ci
min:

P2 = min
{

U [u1] + w + D[u2] + ci
v − ci

min

∣∣
e(u1, u2, v

′, w) ∈ E, var1(u1) < i, var1(u2) > i}

Finally, MF [i][v] = min{P1, P2}. This computation is performed in the
portion of the algorithm after the shortest path calls.

The running time of algorithm in Fig.13 is dominated by updating M [i]
the last line. For each edge e(u1, u2, v, w) ∈ E we perform var1(u2) −
var1(u1) − 2 updates. Hence, the worst case running time is O(|E| · n),
which is an overestimate because this bound cannot be reached (it would
require all edges to skip all n variables).

Conditional domain analysis and frequency analysis can be implemented
over BDD B in a straightforward way. It suffices to restrict B to Bxi=v

for each v ∈ Di and calculate valid domains Dv
i , using standard CV D

algorithms [18], or compute the number of solutions sat(Bxi=v) and compare
against sat(B).

17



6 Capital Budgeting

We are given a set of n investment opportunities, where the ith investment
costs ai and yields a present value return of ci. Given the total budget b,
the capital budgeting problem asks how we can maximize return subject to
the budget limitation:

max
n∑

i=1

cixi

n∑

i=1

aixi ≤ b

xi ∈ Z+, i = 1, . . . , n

Consider an example in which

c = (503, 493, 450, 410, 395, 389, 360, 331, 304, 299)
a = (249, 241, 219, 211, 194, 196, 177, 162, 150, 149), b = 1800
xi ∈ {0, . . . , 3}

The cost-based domain analysis appears in Figure 14. This instance compiles
into a BDD of 1080 nodes in 0.11 seconds. The augmented graph has 542
vertices, 1908 edges, and 1933 multi-edges.

7 Network Reliability

The reliability of a complex system composed of n subsystems can be im-
proved by increasing the redundancy of each subsystem, i.e. by increasing
the number of components that implement the same functionality. Suppose
each component of a subsystem i has reliability ri. If xi parallel components
are used, the reliability of the entire subsystem is Ri(xi) = 1 − (1 − ri)xi .
However, there is usually a cost associated with introducing each compo-
nent. We assume that each component of subsystem i has unit cost ci.
Now, the entire system can be represented as a network in which each edge
ei represents a subsystem i. The reliability of the entire system can be
represented as a probability of an existence of a path in the network be-
tween two distinguished vertices s and t. There are well described methods
[1, 15] for deriving an algebraic expression R(R1, . . . , Rn) that represents
the reliability of entire system in terms of the reliabilities of the subsystems.
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c∗∆ x1 x2 x3 x4 x5 x6 x7 x8 x9 x10

3678: 0 3 2 0 0 0 1 1 2 0
3677: 1 1 3 0
3676: 0 1
3673: 1,2 0,1,2 3 3 2,3 2 3 1
3672: 2 0
3669: 2
3668: 0
3666: 1
3664: 3
3658: 1
3657: 3 2
3646: 3
3633: 2
3616: 3

Figure 14: Cost-based implication table for capital budgeting example.

We consider the following formulation of the network reliability problem:

min
n∑

i=1

cixi

Rel = R(R1(x1), . . . , Rn(xn))
Rel ≥ Rmin

xi ∈ Z+, i = 1, . . . , n

where the constant Rmin ∈ [0, 100] is the minimal acceptable reliability level.
In this section we analyze several network reliability optimization in-

stances available in the literature [1, 24]. Instances Rel5, Rel7, Rel12 repre-
sent network models with 5, 7, and 12 edges respectively. We assume that
the number of parallel components is xi ∈ {0, . . . , 3}. Component reliabili-
ties ri are taken from existing reliability examples, but also randomly gen-
erated when ri were not given. In all the instances, the network topologies
clearly indicate designated vertices (s - the leftmost and r - the rightmost
vertex).

For each instance, we compile the expression Rel = R(R1(x1), . . . , Rn(xn)),
in which Rel is a variable. This allows more flexible analysis. If introduc-
ing Rel as a variable leads to compilation failure, a similar analysis can be

19



achieved by generating several BDDs for the model

min
n∑

i=1

cixi

R(R1(x1), . . . , Rn(xn)) ≥ Rmin

xi ∈ Z+, i = 1, . . . , n

in which Rmin is fixed to different constants. Numerical coefficients are
converted to integers by multiplying with 100 or 1000 and cutting off the
decimal part.

Instance Nodes AG Vertices AG Edges AG Mutliedges T (sec)
Rel5 308 89 170 766 1.1
Rel7 7 779 3 126 10 563 89 770 14.8
Rel12 69 457 36 301 123 808 139 744 2 933

Figure 15: Compilation statistics for network reliability optimization in-
stances.

7.1 Example Rel5

The topology of the network is shown in Figure 16. The reliabilities are
r = (0.9, 0.85, 0.8, 0.9, 0.95), and the costs are c = (25, 35, 40, 10, 60). The
reliability expression for the entire system is:

R(R1, . . . , R5) = R1R2 + (1 − R2)R3R4 + (1− R1)R2R3R4+
R1(1− R2)(1− R3)R4R5 + (1− R1)R2R3(1− R4)R5

The cost-based domain analysis table for the Rel5 instance with Rmin =
60 is shown in Figure 17. Note that we must pay at least 170 to achieve
a reliability of 99%. The table also indicates that if we want to minimize
cost at the expense of reliability, we must omit components x1, x2, x5 and
maintain a single path through edges e3 and e4.

Conditional domain analysis over reliability variable Rel leads to the
results in Figure 18.

7.2 Example Rel7

The topology of the network is shown in Figure 19. The reliabilities are
r = (0.7, 0.9, 0.8, 0.65, 0.7, 0.85, 0.85) and the costs are c = (4, 5, 4, 3, 3, 4, 5).
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5

Figure 16: Instance Rel5. A reliability optimization example over a bridge
system with five edges.

c∗ + ∆ x1 x2 x3 x4 x5 Rel

50: 0 0 1 1 0 72
60: 1 1 0 0,2 79
85: 2 84
90: 2 3 86
95: 2 1 88
100: 95
120: 97
125: 3
155: 3 2
160: 98
170: 99
180: 3
230: 3

Figure 17: Cost-based implication table for a reliability optimization exam-
ple with five edges.
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Rel x1 x2 x3 x4 x5

99: 1,2 1,2 1,2 1,2 0,1,2,3
98: 0,3 0,3
97: 0,3
95: 0,3

Figure 18: Conditional domain analysis for variable Rel. Edges e1 and e4

are more critical for the reliability of the system than the symmetric pair
e2 and e3. This is not surprising since the reliabilities r1 and r4 are higher,
0.9 compared to r2 = 0.85 and r3 = 0.8. Reliability of edge e5 is the least
significant for the reliability of entire system.
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3

5
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6

Figure 19: Instance Rel7. A reliability optimization example over a bridge
system with seven edges.
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A cost-based domain analysis appears in Figure 20. Conditional domain
analysis over reliability variable Rel generates the results in Figure 21.

c∗ + ∆ x1 x2 x3 x4 x5 x6 x7 Rel
9: 0 0 0 0 0 1 1 72.2
11: 1 1 0
12: 1 1 0
13: 1 2 82.9
14: 2 2
15: 2 2
16: 2
17: 3 3 84.6
18: 2 3 95.2
19: 3 3
20: 3
22: 97.2
23: 3
27: 99.2
34: 99.4
40: 99.6
43: 99.7
47: 99.8
54: 99.9

Figure 20: Cost-based domain analysis for reliability optimization example
Rel7.

7.3 Example Rel12

The topology of the network is shown in Figure 22. The reliabilities are
r = (0.95, 0.90, 0.70, 0.75, 0.85, 0.85, 0.85, 0.85, 0.90, 0.95, 0.90, 0.80) and the
costs are c = (50, 60, 25, 20, 45, 50, 30, 10, 45, 20, 50, 80). A cost-based do-
main analysis appears in Figure 23. Conditional domain analysis for variable
Rel appears in Figure 24.
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Rel x1 x2 x3 x4 x5 x6 x7

99.9 2,3 0,1,2,3 1,2,3 0,1,2,3 0,1,2,3 2,3 2,3
99.8 1 1
99.5 0 0 1
99.1 0
97.2 0

Figure 21: Conditional domain analysis for variable Rel in instance Rel7.
The set of optimal solutions is not tight. However, all optimal configurations
must have at least two components for edges 1, 6, 7, and at least one compo-
nent for edge 3. In fact, components 1 and 3 can be omitted (x1 = x3 = 0)
only for reliability level of 99.5 or less. Failure of component 7 leads to relia-
bility level of 99.1 or less. Component 6 is most significant, since removing it
would lead to a significant decrease in reliability to 97.2 or less. We can also
see that component 2 is not critical for the overall reliability; even though
its components have the highest reliability level of 0.9, they are not required
to achieve a reliability of 99.9.
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Figure 22: Instance Rel12. A reliability optimization example over a network
with 12 edges.
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c∗ + ∆ x1 x2 x3 x4 x5 x6 x7 x8 x9 x10 x11 x12 Rel

180 1 0 2 3 0 0 0 2 0 0 0 0 80
185 3 2 82
190 3
195 83
200 1
205 86
210 2 1
215 88
220 2
225 1 1
230 0 0 1,2 1
235 1
240 1 1 2 3 2 1
250 0 0,1 2
255 91
260 3 2
265 93
270 2 3 3
290 3
300 2
305 3
310 3
315 3 94
340 95
360 3
365 96
380 97
430 98
485 99

Figure 23: Cost-based domain analysis for the Rel12 instance.
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Rel x1 x2 x3 x4 x5 x6 x7 x8 x9 x10 x11 x12

99: 0..3 0..3 1..3 0..3 0..3 0..3 0..3 1..3 0..3 0..3 1..3 1..3
98: 0 0 0
96: 0

Figure 24: Conditional domain analysis for variable Rel in instance Rel12.
The set of optimal solutions is not tight. However, the table indicates that
the choices for edges 11, 3, 8, 12 are more constrained than for the other
variables. In fact, these are exactly the edges incident to the source and the
terminal in the network. This validates one’s intuition that the reliability of
the network more critically depends on the reliability of the network cutsets.

8 Portfolio Optimization

In portfolio selection problem [23] we are interested in investing wealth W

in n types of securities. Each security i is purchased in blocks, where one
block costs ci. We want to maximize the yield under acceptable risk. We are
given the weekly expected yield rate µi for each security i and the covariance
σ2

ij of the yield rates for each pair i, j, where σ2
ii is the variance of the yield

rate of security i. The expected yield is
∑

i µixi, where xi is the number of
blocks of security i we buy. The total variance of the yield is

∑

ij

cicjσ
2
ijxixj

We wish to invest in at most K different kinds of securities. The goal is
to maximize expected yield while observing a maximum variance threshold
Vmax and the budget constraint:

max
n∑

i=1

µixi

n∑

i=i

n∑

j=1

cicjσ
2
ijxixj ≤ Vmax

n∑

i=1

ci · xi ≤ W

n∑

i=1

δ(xi) ≤ K

xi ∈ Di, i = 1, . . . , n

(5)
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Here δ(xi) is 1 if xi > 0 and is 0 if xi = 0. We could introduce 0-1 variables
to encode δ(xi) in an integer programming format, but this is unnecessary
because BDDs do not require any particular functional form.

We obtained weekly covariances and yield coefficients from the Hang
Seng index in Hong Kong, available at

http://people.brunel.ac.uk/ mastjjb/jeb/orlib/portinfo.html

We assume that the cost of each block of securities is ci = 100, 000 HKD.
Available funds are W = 4.5 million HKD. We consider n = 10 stocks
and allow the purchase of up to seven blocks of each stock, so that each
Di = {0, . . . , 7}. The portfolio may contain most K = 7 different stocks.

A cost-based domain analysis appears in Figure 26. Note from line 1 of
the table that the maximum expected weekly yield Ymax is 21,812 HKD.

For the variance threshold Vmax we consider values up to 0.6× 1010. We
also report a downside risk Yrisk such that there is only a 10% chance of
doing worse than Yrisk . Assuming a normal distribution of yields

Yrisk = Ymax − 1.28
√

Vmax (6)

We approximate the total variance by including in the sum
∑

ij cicjσ
2
ijxixj

only the 15 terms with the largest variance/covariance coefficients σ2
ij , mak-

ing sure that all variance terms c2
i σiixixi are included. If we include all 100

terms in the expression for variance, the BDD explodes.
The resulting BDD has 59,802 nodes. The augmented graph has 25,306

vertices, 83,099 edges and 94,493 multi-edges. The compilation requires 63
seconds.

To obtain the yield-variance tradeoff (Figure 26) we treat Vmax as a vari-
able to provide a more convenient analysis. This results in a larger BDD,
but to reduce its size we use only the 12 most significant variance/covariance
terms. The instance compiles into a BDD with 636,568 nodes in 186 sec-
onds. The augmented graph has 249,161 vertices, 849,628 edges, and 875,343
multi-edges.

The tradeoff table appears in Figure 26 and a plot in Figure 27.

9 Conclusions and Future Work

We have demonstrated a few ways in which binary decision diagrams can
provide real-time and in-depth postoptimality analysis for linear and non-
linear integer programming problems.

27



c∗ + ∆ x1 x2 x3 x4 x5 x6 x7 x8 x9 x10

21797 6 0 7 0 3 7 6 0 3 7
21754 6 7
21705 1 0 6
21683 2
21678 7 6
21673 5
21670 4
21663 2 0
21647 2
21642 5 1
21630 2
21624 1,3
21604 1
21599 5
21572 5
21567 4
21562 5
21532 5
21529 4
21484 5 4
21467 4
21456 4
21412 6
21404 3
21370 1
21351 5
21330 6
21312 4
21232 3
21215 3
21134 7
21133 2

Figure 25: Cost-based domain analysis for portfolio selection, where the
expected yield in the leftmost column is in HKD. The maximum variance is
Vmax = 0.6× 1010. Only the 15 most significant variance/covariance terms
were used in the estimation of total variance.
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Ymax Yrisk Vmax Ymax Yrisk Vmax

21812 -77336 60 15426 -54682 30
21671 -76647 59 15128 -53802 29
21479 -76002 58 14936 -52795 28
21254 -75383 57 14677 -51833 27
21177 -74609 56 14383 -50884 26
20960 -73967 55 14183 -49817 25
20760 -73300 54 13889 -48817 24
20543 -72642 53 13515 -47871 23
20309 -71993 52 13213 -46824 22
20092 -71318 51 12978 -45678 21
19892 -70617 50 12604 -44639 20
19756 -69844 49 12310 -43483 19
19598 -69083 48 11969 -42336 18
19339 -68413 47 11633 -41142 17
19121 -67692 46 11259 -39941 16
18963 -66902 45 10922 -38652 15
18704 -66201 44 10548 -37345 14
18512 -65423 43 10113 -36038 13
18277 -64676 42 9662 -34678 12
18095 -63864 41 9343 -33109 11
17836 -63118 40 8892 -31585 10
17601 -62334 39 8406 -29994 9
17384 -61520 38 7912 -28291 8
17150 -60709 37 7389 -26476 7
16933 -59867 36 6895 -24458 6
16674 -59051 35 6185 -22436 5
16439 -58197 34 5392 -20208 4
16221 -57309 33 4681 -17489 3
15962 -56445 32 3736 -14365 2
15686 -55581 31 2291 -10509 1

Figure 26: Cost-based domain analysis showing maximum yield Ymax in
HKD, 10% downside risk Yrisk (there is a 10% probability of doing worse
than Yrisk), and the variance threshold Vmax × 10−8. Only the 12 most
significant variance/covariance terms were used.
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Figure 27: Tradeoff between expected yield and 10% downside risk.

A major research issue is obviously the scalability of the BDD approach,
since we have applied it only to small problems. This issue can be ap-
proached from several directions.

To begin with, users can absorb postoptimality analysis for only a limited
number of variables in any case. Thus a problem can be solved to optimality
by other means and all but the variables of interest fixed to their optimal
values. A BDD-based analysis can then can conducted for the smaller opti-
mization problem over the free variables. A related alternative is to optimize
over all variables but use standard existential quantification techniques dur-
ing BDD construction for projecting out variables that are not of interest.
This yields a BDD for the remaining variables only. Although this can result
in a much smaller BDD, the compilation time may still be large.

Another avenue is to generate a BDD that represents only near-optimal
solutions. This poses the research problem of generating a BDD that uses an
upper bound on cost to prune the BDD during compilation so as to remove
edges that are part of no acceptable path. The bound can be obtained, for
instance, by solving the problem by other means to obtain the optimal value
and then using a cost bound that is somewhat greater than the optimal value.
Or one might devise a branch-and-relax algorithm for BDD construction.

30



A third alternative is specialize BDD compilers to numerical computa-
tion and optimization. This might be done by parsing formulas and conjoin-
ing subformulas in a different way, or by allowing variables to take multiple
numerical values and processing these values in a way that takes advantage
of their numerical character and natural ordering.

Existing BDD compilers do not scale up sufficiently to make them broadly
applicable for postoptimality analysis. Yet the potential for in-depth anal-
ysis may justify a search for more efficient BDD construction methods for
integer programming and other types of optimization.
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